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Abstract – This paper introduces the Radio
Analysis of Duplicates Catalogue (RADCAT) dataset,
the largest dataset to date of radio galaxies classified
into Fanaroff and Riley Class I, edge-darkened (FRI)
and Fanaroff and Riley Class II, edge-brightened (FRII),
and compact morphologies, based on data from the Faint
Images of the Radio Sky at Twenty Centimeters, the
National Radio Astronomy Observatory Very Large
Array Sky Survey, and the Low-Frequency Array Two-
meter Sky Survey. The dataset employed a novel graph
theory–based method to remove duplicate sources,
resulting in a final collection of 2510 unique radio
sources. The dataset was further processed into multi-
modal images and classified using a convolutional neu-
ral network model, achieving an average accuracy of
0.80 6 0.02 on the test set, showcasing the validity of
RADCAT and the potential of multimodal datasets for
radio galaxy classification.

1. Introduction

Radio galaxies are radio-bright objects powered
by active galactic nuclei (AGN) [1] and manifest as
point-like or extended sources with various morpholo-
gies. Extended radio sources are typically categorized
into the following two primary morphological classes:
Fanaroff and Riley Class I, edge-darkened (FRI), and
Fanaroff and Riley Class II, edge-brightened (FRII) [2],
whereas point-like sources are classified as compact.
FRIs are generally found in regions where the interga-
lactic medium is comparatively denser. Studying these
galaxies provides valuable insights into AGN activity
and their surrounding environments.

Previous surveys, such as the Faint Images of the
Radio Sky at Twenty Centimeters (FIRST) survey [3]
and the National Radio Astronomy Observatory Very
Large Array Sky Survey (NVSS) [4], have played a cru-
cial role in identifying and cataloging radio sources.
However, the substantial volume of data generated by
these surveys, as well as more modern surveys like the
Low-Frequency Array Two-meter Sky Survey (LoTSS)
[5], has necessitated the development of datasets suit-
able for training machine learning models to automate
tasks, including the morphological classification of
radio galaxies. It is important to distinguish between
surveys, catalogs, and datasets in this context. Surveys

encompass the actual sky observations, while catalogs
compile the identified sources along with their proper-
ties. Datasets consist of collections of images and labels
intended for training machine learning models.

This paper focuses on combining, for the first
time, several radio catalogs derived from the FIRST and
NVSS surveys, along with one derived from the newer
LoTSS survey, into a comprehensive catalog that pre-
serves sources only if the corresponding images from
all three surveys are available. The dataset obtained
from the resulting catalog, named Radio Analysis of
Duplicates Catalogue (RADCAT), aims to facilitate the
evaluation of machine learning models that can leverage
multimodal inputs by combining images of celestial
objects from multiple surveys with varying resolutions
and observational frequencies into a single multichannel
image. This includes testing different transfer learning
approaches across surveys with varying resolution and
sensitivity [6], as well as exploring cross-survey image
generation techniques. In this paper, we showcase the
potential usefulness of RADCAT by creating a multi-
modal survey machine learning model. The effective-
ness of sigma clipping [7] as a preprocessing technique
within the multimodal regime is also investigated. More
generally, RADCAT aims to provide a more compre-
hensive catalog than others currently available [8]. It
includes an increased number of sources, with a more
robust method of removing duplicates, and the inclusion
of the LoTSS survey.

The construction of RADCAT is discussed in
Sections 2 through 9, followed by a use case that
employs the RADCAT dataset in Sections 10 and 11,
concluding with Section 12.

2. Catalogs

Several existing catalogs were compiled for
RADCAT. Some of these are primary, meaning they
were created directly from survey data rather than by
merging existing catalogs from the literature. Others are
compilations, intended to aggregate catalogs from the
literature, which RADCAT further builds upon. We used
the primary catalogs Combined NVSS-FIRST Galaxies
[9], FRI Catalog [10], FRII Catalog [11], Fanaroff and
Riley Class 0 Catalog [12], LoMorph [13], Proctor [14],
and compilation catalogs Aniyan and Thorat 2017 [7],
MiraBest [15], Collected Radiogalaxies Using MiraBest
[16], FR-DEEP [17], Radio Galaxy Dataset [18], FIRST
Radio Galaxy Morphology Reference Catalogue [19], and
Labelled Radio Galaxy [20]. Radio Galaxy Zoo [21]
recently released a large radio catalog but was excluded
from this study as it employs non-FR dichtonomy labels
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(such as 2c2p to describe a source with two components
and two peaks). All of these catalogs were derived from
the FIRST and NVSS surveys, except for LoMorph, which
was derived from the newer LoTSS survey.

3. Acquisition and Filtering

Images from FIRST and NVSS were retrieved
using the SkyView service (https://skyview.gsfc.nasa.
gov/), while LoTSS images were obtained via its online
cutout service (https://lofar-surveys.org/dr2_release.
html). The initial compiled catalog of radio sources was
filtered to only include the three mentioned morphologi-
cal classes (FRI, FRII, and compact). Afterward, the
resulting catalog was further filtered to only include
radio sources that had referenced images from all three
surveys (FIRST, LoTSS, and NVSS). Additionally,
sources associated with significantly corrupted images
(e.g., large regions of not-a-number values) were
excluded. In cases where image corruption did not inter-
fere with the integrity of the source, affected pixels
were replaced with the minimum pixel value in the
image to preserve its usability.

4. Removing Duplicates

As RADCAT compiles multiple different cata-
logs, sometimes the same source is cataloged multiple
times by different authors with variations in coordi-
nates or morphological labels. These differences are
expected when comparing catalogs derived from sur-
veys with differing resolutions, which impact source
localization. Additionally, authors may apply differ-
ent criteria or methods to determine the centre of a
source. To address this, the duplicate sources that
shared the exact same coordinates (henceforth
referred to as exact duplicates) were simply removed
from the compiled dataset, leaving only one entry in
the catalog for each source. Finally, upon visual
inspection, it was found that many sources were cata-
loged multiple times with slightly different coordi-
nates in each catalog; thus, a more comprehensive
approach was required.

5. Thresholding

The angular distance between coordinates was
explored to obtain a threshold that suggests a source
might be a duplicate based on proximity. It was found
that the optimal threshold lay within the interval
[0.005°, 0.072°]. Most source pairs within 0.005° of
each other were confirmed as true duplicates (true posi-
tives), whereas those separated by more than 0.072°
were generally distinct (true negatives). However, pairs
with separations within this range showed mixed results—
some were duplicates, others were unique.

A total of 311 source pairs fell within this range;
175 of these were identified as duplicates, while the other
136 pairs were determined to consist of distinct sources.
By optimizing accuracy through empirical experimentation,

a threshold of 0.03° was chosen as the optimal value, as
it minimised both the false positives and false negatives
within the interval [0.005°, 0.072°]. Specifically, of the
311 source pairs, this threshold obtained a highest posi-
tive class accuracy of 90.0%, a precision of 89.6%, and a
recall of 93.1%.

To gain further insight, the threshold was applied
to the compiled catalog before implementing any filter-
ing methods. This step enables the creation of Figure 1,
which illustrates the overlapping number of radio
sources across existing catalogs.

6. Graph Theory Approach

Once the threshold was determined, the initial
approach was to simply remove sources that were
within the threshold distance of one another. However,
this method proved to be too simplistic, as it failed to
consider cases where a single source fell within the
threshold distance of multiple other sources, while those
sources were not within the threshold distance of each
other.

To address this scenario, the problem was
reframed in terms of graph theory, where each source
was represented as a node, and the edges between nodes
represented the distances between sources if the dis-
tance was less than the threshold distance; otherwise,
no edge was created. This resulted in many discon-
nected subgraphs, where each subgraph with more than
one node contained at least one duplicate source that
needed to be removed. Note that if a subgraph contained
only one node, and thus no connected edges to indicate
a duplicate relationship, then the source corresponding
to that node was determined to be unique and kept in
the dataset.

For fully connected subgraphs, these were graphs
where every node was connected to every other node in

Figure 1. Overlapping number of radio sources across existing cata-
logs when the threshold distance is 0.03°. Note the increased overlap
rate in compiled catalogs.
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the group, but shared no connection to any node outside
that group. All sources within the subgraph were con-
sidered duplicates of each other. After adding the dis-
tances of each edge connected to each node, the node
with the smallest sum of distances was deemed the
most central source and remained, while all others in
the subgraph were removed.

However, nonfully connected subgraphs were
addressed differently because at least two distinct
sources are present in these cases, as well as an
unknown number of duplicates of each. Therefore, an
algorithm was developed that used the vertex cover
heuristic [22] to remove the least number of sources
from the subgraph, thereby eliminating all edges until
only unique sources remained, which no longer shared
any duplicate relationships.

The algorithm calculated the degree of each node,
where the degree of a node was the number of edges con-
nected to that node. The node with the highest degree
was removed first. If there were multiple nodes with the
same highest degree, then the node with the smallest sum
of distances was removed first, as it was the closest on
average to all other sources in the subgraphs, thus mak-
ing it the most likely to be a duplicate of other sources.
When enough edges were removed to leave only pairs of
sources connected by one edge, the algorithm then ran-
domly selected which source out of the two to remove,
as both sources were equally likely to be duplicates of
each other. The resulting graph had no edges, thus indi-
cating that all sources left in the catalogue were unique.
While rigorous testing is necessary to evaluate the overall
effectiveness of this approach, manual inspection

revealed that it performed well in the context of this
study and falls outside the scope of the current work.

Sources identified as potential duplicates, which
belonged to the same subgraph but had different labels,
were manually reviewed by a three-member team. A
consensus was reached on the most appropriate label to
assign to the subgraph of sources, chosen from the list
of morphologies originally provided by the different
authors. The final catalog includes these label sets and
also preserves the prior label as classified in the original
work from which the source was obtained. Only 25
sources now in RADCAT had to be re-labelled in this
manner.

7. Processing Dataset

The monochrome images from the three surveys
were combined into a single false-color (differing from
the real-life color) image for each radio source in the
catalog, with each survey being represented by a differ-
ent color channel, as shown in Figure 2. However, the
differing angular resolutions of the surveys result in a
pixel representing a different spatial scale for each
image–1.8 arcseconds for FIRST, 1.5 arcseconds for
LoTSS, and 15 arcseconds for NVSS. Therefore, the
pixel resolution of the images was adjusted using near-
est-neighbour interpolation to match the image with the
highest pixel count, which was 128 3 128 pixels at a
field of view of 3.2 arcminutes of the sky.

Additionally, all images were normalized to have
a mean and standard deviation of 0.5, allowing the mod-
els to learn more effective feature representations. Fur-
thermore, sigma clipping was applied by zero-filling all
pixels that deviate (above or below) from the image’s
median value by more than three times for five itera-
tions to a separate copy of the dataset. This generated
an alternative version of the RADCAT dataset, allowing
for the assessment of the efficacy of preprocessing tech-
niques on a multimodal dataset.

8. Final Dataset

After the filtering process, including the employ-
ment of the graph theory-based approach, the final
RADCAT dataset contained 2510 radio sources with the
morphological distribution displayed in Table 1. The
RADCAT dataset can be found on Zenodo (https://
zenodo.org/records/14718007) along with the RADCAT
catalog (https://github.com/DylanFarge/RADCAT) and
all the intermediate catalogs that were created during
the filtering process.

Figure 2. Depiction of a multichannel image constructed from the
FIRST (Red), LoTSS (Green), and NVSS (Blue) surveys. Note that
sigma clipping was not applied in this example image.

Table 1. Morphology distribution of RADCAT

Morphology Count Percentage

COMPACT 113 4.50
FRII 792 31.55
FRI 1605 63.94
Total 2510 100
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9. Augmentations

The RADCAT dataset was divided into a 20% to
80% split for the testing set and the combined training
and validation set. All the images in the training-valida-
tion set were augmented through random rotations and
flips, causing the number of sources to go from 2008 to
9000, while preventing any augmented images of a sin-
gle source from being included in both the training set
and the validation set, which would otherwise cause the
model to validate using a source it has already seen dur-
ing training. Note that the number of augmented images
was done in such a way as to balance the number of
sources in each morphological class, as the original
dataset was imbalanced, with the number of sources in
FRI and FRII being significantly higher than the num-
ber of sources in the compact class.

10. Deep Neural Network Use Case

To illustrate the applicability of the RADCAT
dataset, a convolutional neural network (CNN) was
trained and evaluated using TensorFlow (https://www.
tensorflow.org/). CNNs are a class of deep neural net-
works designed to extract features from images for clas-
sification and object recognition. In this paper, a
modified version of the ConvXpress architecture [23]
was employed, which was adapted for multichannel
images and had the last two convolutional layers
removed, along with their accompanying max pooling
and dropout layers, to better accommodate the smaller
input dimensions of the images used in this paper.

Upon completing a grid search exploration of hyper-
parameters, the best-performing model, which achieved an
acceptable accuracy while preventing overfitting behavior,
was found to have a learning rate of 3.93 10�4, an L2 reg-
ularization factor of 1.0 3 102, a batch size of 16, and an
epoch count of 10. All other parameters were kept at their
default values as set by the TensorFlow library. Addition-
ally, the model was trained using the Adam optimizer [24],

the He initialization scheme [25], and five-fold cross-valida-
tion was performed.

11. Results

The model achieved an average accuracy of 0.786
0.02 on the test set, using the five models obtained through
cross-validation and the previously mentioned hyperpara-
meters. However, when sigma clipping was applied to the
dataset, the average accuracy increased to 0.80 6 0.02 on
the test set. This result indicates that the sigma clipping pre-
processing technique was effective in allowing the model to
learn more about the morphology of the radio sources when
the background noise in the image was reduced. The confu-
sion matrix of the model using sigma clipping can be seen
in Figure 3, along with the accompanying F1 scores for
each class in Table 2.

12. Conclusion

This paper introduced RADCAT, which was con-
structed by combining multiple radio catalogs derived
from the FIRST, NVSS, and LoTSS surveys. By
employing a graph theory–based approach, along with
various filtering criteria, a comprehensive catalog was
created containing 2510 radio sources with morpholo-
gies classified as FRI, FRII, and compact. Upon pro-
cessing the dataset, a multimodal CNN model was
trained and evaluated, achieving an average accuracy of
0.80 6 0.02, showcasing both the validity and potential
of this new multimodal RADCAT dataset.
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