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Polarization-Inclusive Spiking Neural Networks
for Real-Time RFI Detection in Modern
Radio Telescopes
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Abstract — Radio frequency interference (RFI) is a
known growing challenge for radio astronomy, intensified
by increasing observatory sensitivity and prevalence of
orbital RFI sources. Spiking neural networks (SNNs) offer
a promising solution for real-time RFI detection by exploit-
ing the time-varying nature of radio observation and neuron
dynamics together. This work explores the inclusion of
polarization information in SNN-based RFI detection, using
simulated data from the Hydrogen Epoch of Reionization
Array instrument and provides power usage estimates for
deploying SNN-based RFI detection on existing neuromor-
phic hardware. Preliminary results demonstrate state-of-
the-art detection accuracy and highlight possible extensive
energy-efficiency gains.

1. Introduction

Radio frequency interference (RFI) detection for
contemporary and future radio telescopes is becoming a
major challenge. With greater sensitivity and data vol-
umes, observatories must balance rising data-processing
requirements while addressing increasingly pervasive
RFI sources, all while being subject to operational con-
straints. Spiking neural networks (SNNs) are a compel-
ling approach to real-time RFI detection because of their
inherently time-varying nature and extreme energy effi-
ciency when deployed on neuromorphic hardware [1, 2].
However, unlike artificial neural networks (ANNSs),
which communicate through weighted continuous and
instantaneous values, SNNs communicate strictly through
binary but asynchronous ‘spikes.” Encoding and decoding
information for use in SNNs are challenging, but if suc-
cessful, allows the network to exploit continuous time
dynamics to process spatio-temporal information effi-
ciently. Building on recent advances in SNN-based RFI
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detection [3—5], this work investigates including polariza-
tion information and further presents estimates of power-
consumption when deployed on neuromorphic hardware.
Others have explored incorporating polarization informa-
tion in RFI mitigation using directional statistics with
online consensus optimization [6] and later energy-based
statistics within LOFAR’s GPU correlator [7] employing
reinforcement learning to optimize the computational effi-
ciency of their approaches using mixed-precision arithme-
tic with a focus on real-time processing. Our approach
investigates including full polarization information as mul-
tiple channels and compares this with a summary degree of
polarization (DoP) metric [8]. Using a simulated dataset
derived from the Hydrogen Epoch of Deionization Array
simulator, we demonstrate state-of-the-art detection perfor-
mance and compelling operational estimates using Syn-
Sense’s Xylo hardware as a model deployment platform.

2. RFI Detection With SNNs

Typical supervised image-segmentation based
approaches to formulating RFI detection with ANNs
will define the task as

Lsup - min(inH (mﬁ,,(V(Uy T7 b))v G(Ua Ta b))7 (l)

where 6, are the parameters of some classifier m, H is a
comparator function between the supervision masks and net-
work output. V' is the original visibilities, G is the ground
truth, v is the visibility frequency, and b is the baseline in
the original visibility data. We use and extend a known
supervised time-series segmentation approach for RFI detec-
tion [4] modified to include multiple polarization channels:

LWP = min9n (ZtTH (m(’n (E(V(vav ta b)a e))a
F(G(v,p,t,b),e))), )

where £ and F are spike-encoding and decoding func-
tions, and p is the polarization. This formalization intro-
duces an exposure time, e, for each time-step in the
visibilities and permits flexibility in how the visibility
data are encoded into spikes for an SNN. Moreover, this
formulation explicitly folds the temporal information
from the visibility data into the problem formulation
rather than presenting the network with information
from all time steps simultaneously.

We consider latency encoding specifically, which
has previously been shown to be an effective spike
encoding for this task [4]. Two methods to include polari-
zation information directly as follows: all four polarization
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as separate input channels (XX, XY, YX, and YY) and a
DoP metric [8]. Moreover, we investigate the effect of a
divisive normalization technique inspired by neuroscience
research, which has been shown to be beneficial in this
task [5]. Divisive normalization is a preprocessing tech-
nique applied before calculating the DoP metric. The
Hydrogen Epoch of Deionization Array dataset has been
well-described elsewhere [4, 9]. We prepare a similar data-
set, retaining all polarization channels, which are openly
available online [10]. In addition to training SNNs on the
full spectrogram size, like prior works [3-5, 9], we divide
the original spectrograms into smaller patches for more
manageable training and, in this work specifically, to con-
ceivably fit on contemporary neuromorphic hardware.

We employed the snnTorch framework for SNN
training [11], with data-driven parallelism managed by the
PyTorch Lightning library [12]. The spiking neuron model
is a first-order Leaky integrated and Fire (LiF) neuron. The
Xylo platform is designed for edge inference of SNNs, sup-
porting 16 input channels, 1000 internal neurons, and 16
output channels [13]. We trained SNNs that included full-
polarization information, or DoP information, both with
and without divisive normalization. We then examined full
spectrograms, 16 X 16 spectrogram patches, and smaller
15X 16 patches that included DoP, as well as 2 X 16
patches that included all polarization. The network is other-
wise a multilayer feed-forward network of spiking neurons.
Table 1 summarizes the model input and output sizes for
each configuration tested. In all cases, the number of hidden
neurons is 512, and the final layer contains either 16, 4, or 8
neurons, depending on whether there is no, full, or DoP
polarization information, respectively.

We measure detection performance in terms of
per-pixel accuracy, the area under the receiver operating
curve, the area under the precision-recall curve, and F1-
Score, focusing on the class-balanced metrics of the
area under the precision-recall curve and F1-Score in
particular, in line with other literature [5, 9].

3. Computational Power Requirement
Modeling

A key hindrance to incorporating machine-learning—
based methods in operational radio astronomy observations
is the computational requirements, which are significantly
influenced by energy usage. We provide the following
three energy usage estimates: the first is a lower-bound
based on the spiking activity of the trained network; the
second is an upper-bound based on the maximum power
draw of Xylo hardware (550 uW); and a final estimate
combining the measured idle power-draw of the Xylo
hardware 216 pW [2] and the lower-bound estimate.

We estimate a proxy number of FLOPs per layer
1, based on known literature [14] as:

FLOPSSNN(I) = Cin X Cot X Rs(l)a (3)

where Cj, is the number of channels in, C,,; is the num-
ber of channels out, and R,(/) is the spiking rate of layer
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Table 1. Model parameters for networks tested
Model type Polarization Channels in Channels out
Patched DoP 16 16
Full 64 16
Xylo-size DoP 15 15
Full 4 4
Full spectrogram DoP 512 512
Full 2048 512

“Channels in” refers to the number of spectrographic channels (exclusive of
polarization).

[. We measure the average spike rate of the entire net-
work over the test dataset posttraining to provide an
indicative measurement. We calculate a lower-bound
power usage estimate by multiplying FLOPsgyy by 0.9
pJ, the power usage of a single add operation at 40-nm
CMOS technology [15].

An upper estimate of power usage for an instru-
ment with N channels and P polarization on the Xylo
hardware is given by:

N-P
— - 550 uw 4
6 W, 4)
for either no or full polarization with the result for DoP
polarization given by:

N

[E] - 550 Y. (5)

Finally, we provide a balanced power usage esti-
mate by adding the lower-bound estimate to the idle
power draw of the Xylo hardware. These equations pro-
vide power-usage metrics for inference over a single
spectrogram patch. To provide estimates for an entire
spectrogram, we multiply the full-polarization values

by (%)2 and the DoP metrics by [%]2 to build an esti-
mate for the energy required by a single chip to infer
over an entire spectrogram. By providing a lower,
upper, and balanced estimate, we move toward charac-
terizing the power usage of neuromorphic techniques in
radio astronomy data processing. All code is available

online [16].
4. Results

Table 2 presents detection performance met-
rics, averaging over 10 trial runs for each model and
polarization configuration. The results indicate that
the latency + divisive normalization configuration,
when patched to 16 channels, achieves the highest
detection accuracy. This suggests that leveraging
latency encoding in conjunction with divisive nor-
malization enhances the model’s ability to discrimi-
nate between RFI and astronomical signals. However,
including the entire spectrogram as input hinders per-
formance, likely due to the introduction of redundant
or less informative spectral features without increasing
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Table 2. Final results averaged over 10 trials (average and standard deviation) for all model and polarization configurations (full or DoP) and

with(out) divisive normalization (DN)

Model Type Polarization Accuracy AUROC AUPRC F1

Latency DoP 0.974 0.004 0.942 0.021 0.793 0.034 0.766 0.034
Latency + DN DoP 0.963 0.004 0.810 0.007 0.616 0.026 0.602 0.028
Latency Full 0.978 0.010 0.933 0.011 0.771 0.071 0.725 0.102
Latency + DN Full 0.997 0.001 0.977 0.002 0.960 0.071 0.955 0.031
Latency-Xylo DoP 0.968 0.006 0.948 0.010 0.789 0.031 0.744 0.037
Latency-Xylo + DN DoP 0.939 0.010 0.791 0.008 0.524 0.032 0.474 0.044
Latency-Xylo Full 0.943 0.052 0.932 0.029 0.694 0.113 0.546 0.197
Latency-Xylo + DN Full 0.996 0.000 0.966 0.003 0.941 0.113 0.936 0.007
Latency-full DoP 0.961 0.046 0.885 0.034 0.770 0.095 0.743 0.145
Latency-full + DN DoP 0.982 0.001 0.906 0.009 0.831 0.014 0.826 0.014
Latency-full Full 0.963 0.025 0.807 0.022 0.628 0.075 0.609 0.102
Latency-full + DN Full 0.994 0.001 0.964 0.005 0.933 0.075 0.931 0.031

Best scores in bold. Second-best scores underlined.

the size of hidden layers, which may increase model
complexity without contributing to meaningful sig-
nal differentiation. It is likely that a larger model will
achieve greater performance given more training
time.

Additionally, divisive normalization improves
detection accuracy when full polarization data is used
but paradoxically leads to a decline in performance
when applied in conjunction with the DoP input. This
suggests that the normalization process amplifies rele-
vant polarization features in one case while possibly
suppressing useful signal variations in the other. Last,
translating the model to fit within the constraints of the
Xylo neuromorphic hardware results in minor perfor-
mance degradation. However, in the specific case of
full polarization with divisive normalization, perfor-
mance remains very close to the best-performing mod-
els, suggesting that carefully selected preprocessed
strategies can mitigate the impact of hardware-imposed
limitations.

Table 3 presents a comparative analysis of our
best-performing model, which is patched with divisive
normalization and full polarization, against state-of-the-
art RFI detection schemes evaluated on a dataset that is
principally identical. The results demonstrate, for the
first time, that an SNN achieves state-of-the-art perfor-
mance, surpassing traditional operational RFI detection
methods, ANN approaches, and ANN-to-SNN con-
version techniques. Moreover, including polarization

Table 3. Results compared to other SNN-based RFI detection
methods

Work Method AUROC AUPRC F1 score
[7] AOFlagger 0.973 0.880 0.873
[7] Auto-encoder 0.973 0.880 0.873
[3] Auto-encoder 0.994 0.959 0.945
[3] ANN2SNN 0.944 0.910 0.953
[4] BPTT 0.929 0.785 0.761
[5] BPTT + DN 0.968 0.914 0.907
This work  Full polarization 0.997 0.960 0.955

Divisive Normalization abbreviated to ‘DN’. Best scores in bold.

information yields superior performance to prior sim-
ilarly trained SNN approaches [4, 5], without polari-
zation. This result highlights the potential of directly
trained SNNs as a viable, high-performance alterna-
tive to conventional machine-learning—based RFI
detection, particularly in scenarios where low latency
and energy efficiency are critical.

We finally provide energy usage estimates for our
Xylo-sized models in Table 4. Despite the increased flop
count and per-patch energy usage of the DoP-style model,
the increased input width (in real spectrogram channels)
compared with the full polarization method results in a sig-
nificantly lower total energy usage estimate, accompanied
by a drop in detection performance. These results show that
even under an upper-bound estimate, total power consump-
tion is tiny compared to a small GPU-based system, such as
a Nvidia Jetson Nano, with a nominal power consumption
of ~5W [17]. Moreover, prior ANN-to-SNN-based
attempts use SNNs with over 10 times the spiking neurons
and parameters, which, even with a 10X multiplier on over-
all energy consumption, would still yield enormous effi-
ciency benefits. Despite these results being estimates, the
potential improvements are so enormous that neuromorphic
computing needs to be considered seriously for high-perfor-
mance scientific signal processing applications, including
radio astronomy. However, we must acknowledge the
drawbacks of SNN-based solutions, which primarily lie in
their unique properties. Their stateful nature increases train-
ing and debugging difficulties compared with the relatively
mature tooling of ANN-based approaches. Fine-grained
temporal modeling within SNNs, while possible, is chal-
lenging to achieve. Furthermore, access to suitable neuro-
morphic hardware, while rapidly improving, is still in its
early stages [18], contrasting with the already available
CPU and GPU resources.

Nevertheless, these preliminary results highlight
the potential for neuromorphic hardware to deliver
competitive RFI detection performance while maintain-
ing low-power requirements, making it a compelling
option for deployment in power-constrained observa-
tory environments.
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Table 4. Energy usage estimates for Xylo-scale models performing RFI detection on a full HERA spectrogram

Model type FLOPssyn Patch-energy, ©W Lower, mW Upper, mW Balanced, mW
Xylo-polarized 827392 1.4 22.9 64 53.6
Xylo-DoP 1642496 2.79 342 17.5 11.8

5. Conclusions

This work demonstrates the integration of polariza-
tion information into SNNs for RFI detection, marking an
advancement in machine-learning—based approaches for
radio astronomy. We evaluate performance on a known
benchmark dataset and show that a supervised SNN can
achieve state-of-the-art detection performance, surpassing
previous methods. Even when constrained to the compu-
tational limitations of SynSense’s Xylo hardware, our
models still perform comparably to the previous best
SNN-based RFI detection methods, reinforcing the viabil-
ity of neuromorphic computing for real-time astronomical
signal processing.

These models not only achieve state-of-the-art
detection accuracy but do so with significantly reduced
computational requirements. Our estimates suggest they
operate using only 10s of milliwatts per spectrogram, rep-
resenting improvements by orders of magnitude rather
than incremental refinements. Given the multidecadal
lifespan of modern radio observatories, such efficiency
improvements could lead to substantial reductions in
operational costs and power consumption, making neuro-
morphic approaches worthwhile exploring.

Future work will focus on investigating more
sophisticated network architectures, applying SNNs to
broader data processing challenges in radio astronomy,
and benchmarking them on real neuromorphic hardware
to validate the power and performance estimates pre-
sented in this work.
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