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Abstract

A new low-frequency radio telescope, LOFAR, is currently entering production in the Netherlands. The central real-
time signal processing system designed and built for this instrument is based on high performance computing hardware
and highly optimized software. In this paper we will show that by using general purpose hardware and software we
can build a cost-effective and flexible correlator, making it possible to develop a number of quite different observation
modes using the same hardware. The design of the LOFAR central processor is shown, as well as the implementation
of the first operational observation mode.

1. Introduction

Historically, a radio telescope arrays would employ custom built low-bit correlator boards tailored specifically for
the instrument to combine data from all inputs. The desire for a flexible and easily re-programmable online central
processor for LOFAR dictated a software approach. Because of the data rates and processing requirements we de-
signed a central processor based on high performance computing hardware, with conventional Ethernet providing data
transport.

The LOFAR central processor, shown in figure 1, consists of a real-time processing part responsible for the bulk
of the datareduction, a temporary data storage facility where intermediate dataproducts can be stored for a short time
and a general purpose offline processing cluster. For the online part of the central processor a 6 rack IBM Blue Gene/L
supercomputer is available. This provides the bulk of the available processing power at a peak performance of 34.4
TFLOP. The temporary storage component will be capable of storing intermediate dataproducts from the online system
for about a week, after which the data are deleted. About one PetaByte of storage capacity will be available, capable
of sustaining datarate of at least 50 Gbps in and 100 Gbps out. This is shared between the online system and the offline
cluster for post-processing. For non-streaming processing of the data, like calibration or imaging, a general purpose
compute cluster will be built providing about 10 TFLOP of compute power. All six Blue Gene/L racks are only rarely
required for online tasks, so some of those will also be available for offline processing tasks. In this paper we will
introduce the online processing system, as well as the imaging mode that was first to be implemented.

2. LOFAR Online Processing

The online central processor is designed to handle several observation modes. The imaging mode will be the most
common mode and this has been the first to be developed. By using common, high level programming languages, we
achieved a highly flexible system that can be quickly adapted if needed. The imaging observation mode was written
in C++, using commonly available libraries like boost and fftw. The computational hotspots, the correlator and the
poly-phase filter on the Blue Gene/L, are highly optimized and programmed in assembler.

2.1. Input section

The LOFAR station data are sent over a dedicated WAN to the central processor for processing. LOFAR uses UDP/IP
for transport of data between the LOFAR stations and the central processor. Using a reliable protocol like TCP/IP for
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Fig. 1. An overview of the LOFAR central processor.

this data would increase complexity of the custom built station hardware because it requires bi-directional traffic and
a relatively large amount of memory for packets in transit, i.e. transmitted but not yet acknowledged. UDP/IP is an
unreliable protocol, data may arrive out of order or not at all. The LOFAR input section handles duplicate, missing
and out of order packets and places them in a circular buffer that holds the six most recent seconds of station data.
Missing data are flagged as invalid.

The buffer is used to synchronize the date from all stations to the same timestamp, removing the effects of different
network delays between stations. The wavefronts from a celestial source are received at different times by each station.
The time difference depends on the station location, the observation direction and frequency and varies with the rotation
of the earth. The circular buffer is used to compensate for the bulk of this delay by shifting the read-pointer by an
entire number of samples. The remaining sub-sample delay is applied by a phase shift after the poly-phase filter, as
shown in section 2.2.

By using a circular buffer at the receiving end of the LOFAR WAN, we also create a safeguard against short glitches
in the system on either side of the buffer, thus removing the need for hard real-time software or hardware in the central
processor. By adding a running deadline, based on the system wall-clock, on the writing side of the circular buffer we
created a system that is capable of detecting a failed station or station link. All data from this station are transparently
flagged as invalid, until the station datastream is restored.

The input section is also capable of replaying recorded data for the online processing pipeline by replacing the
wall-clock based deadline algorithm by a mechanism that prevents the writing thread from overtaking the reading
thread.

In the original design for the LOFAR central processor, the input section was envisioned as a separate Linux
based cluster with a high performance, low latency, interconnect for the transpose. Recent work, in collaboration with
Argonne National Laboratory, focussing on streaming IO on the Blue Gene/L, allowed us to implement most of the
input section tasks on the Blue Gene/L IO node[1]. The current design of the full-scale LOFAR central processor no
longer includes a separate input section.

2.2. Blue Gene/L processing

In the standard imaging mode, the main task in the online part of the LOFAR central processor is to correlate all
data[2]. Classical radio telescopes use an XF correlator, meaning that first the correlation and integration of the signals
is done in time domain (X), after which the Fourier transform (F) is accomplished to get a cross power spectrum out of
the correlator. This is still an economically attractive technique for radio telescopes with a limited number of receivers.
For LOFAR, with at least 48 stations planned by 2009, an FX correlator (first Fourier transform and then correlating
the resulting channels) is favorable in terms of processing requirements, at the expense of data transport. The signals
must be regrouped per channel instead of per antenna, resulting in a collective transpose operation.
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Fig. 2. The real-time filters implemented on Blue Gene/L. Only two stations, one subband and one polarization are
shown.

Since LOFAR uses an XF correlator, the data needs to be redistributed before correlation. Station data contains all
frequency bands for a single station, the correltor requires a subset of frequency bands from all stations. The internal
Blue Gene/L 3D torus is used for this data transpose, which is quite capable of sustaining the required switching rates.
The 3D torus is sensitive to saturation when the transposing nodes are all located on a single plane. This is avoided by
mapping the transposing nodes using at least two of the available dimensions.

The first compute-intensive operation on the central processor is the second-stage Poly-Phase Filter (PPF), that
splits each subband into 256 channels. The first stage PPF is done on the stations. Splitting the subbands into narrow
frequency channels allows flagging of narrow-band RFI without much data loss. The PPF filter consists of 256 Finite
Impulse Response (FIR) filters and a 256 point Fast Fourier Transform. Each FIR filter is a 16-tap band pass filter.
The incoming samples are round-robin distributed over the FIR filters; the outputs are Fourier transformed. Using a
Fourier transform only would lead to a significant amount of leakage between the channels, therefore filterbanks are
used. To achieve optimal performance, both the FIR filter and the FFT are programmed in assembly. The FIR filters
implicitly convert the station samples from 16+16-bit complex integers to 32+32-bit floating-point numbers, since the
BG/L performs floating-point computations significantly faster than integer operations. Double (64-bit) precision is
not required for these filters.

After the channels are split into small subbands, the remainder of the delays are applied. This is accomplished by
means of a phase shift for each sample. The exact phase shifts are calculated for the start and end of each integration
period and interpolated in both time and frequency to gain an accurate phase for each sample.

After the subsample delay compensation, the data are correlated by multiplying samples of each station with
the complex conjugate of every other station. Since the correlation of station A with B is the same as the complex
conjugate of the correlation of station B with A, only the former is calculated. Auto-correlations are computed, but
handled separately, since they require only half the computations. The computational requirement for the correlator
grows quadratically with the number of stations in the instrument and this domininates the total online processing
demand, as shown in figure 3. The correlator is implemented in assembly and is extremely efficient; it has been shown
to reach 98% of peak performance[2].

About a second of correlated data are integrated on the Blue Gene/L compute node and transmitted, via the IO
node, to temporary storage. The Blue Gene/L IO node is capable of integrating data further before forwarding data to
storage nodes, thus reducing output bandwidth if necessary.

3. Conclusions

In this paper we have shown the design of the LOFAR central processor and the implementation of the first operational
observation mode. We have shown that a software based central processor for a radio telescope is a viable alternative
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Fig. 3. Required processing time per filter on a single Blue Gene/L node.

to custom built hardware. The first operational observation mode was discussed in detail. By basing our design on
general purpose high performance computing hardware, we created a flexible and multifunctional platform on which
other observation modes can be built.
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